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Announcement
❑ Lectures on “LM: Search in Training, Evaluation”

o Exposure Bias
Reinforcement learning for text generation (e.g., chatGPT)

o Evaluation of generated text
❑ HW3 out
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Recap

Greedy/Beam-Search

Top-k Sampling

Top-p Sampling



Decoding: Takeaways
❑ A major realization of the last couple of years is that many of the problems that 

we see in neural NLG are not really problems with our learned language model 
probability distribution, but problems with the decoding algorithm 

❑ Human language production is a subtle presentation of information and can’t be 
modeled by simple properties like probability maximization. 

❑ Different decoding algorithms can allow us to inject biases that encourage 
different properties of coherent natural language generation 

❑ Some of the most impactful advances in NLG of the last few years have come 
from simple but effective modifications to decoding algorithms
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Search in Training
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Diversity Issues
❑ Maximum Likelihood Estimation discourages diverse text generation
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(Holtzman et. al., ICLR 2020) 
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Exposure Bias

❑ Training with teacher forcing leads to 
exposure bias at generation time
o During training, our model’s inputs are gold 

context tokens from real, human-generated 
texts 

o At generation time, our model’s inputs are 
previously–decoded tokens
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Exposure Bias Solutions
❑ Scheduled sampling

o With some probability p, decode a 
token and feed that as the next 
input, rather than the gold token. 

o Increase p over the course of 
training 

o Leads to improvements in 
practice, but can lead to strange 
training objectives 
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(Bengio et al., 2015)



Exposure Bias 
Solutions
❑ Reinforcement Learning: 
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Exposure Bias 
Solutions
❑ Reinforcement Learning: 

11



Exposure Bias Solutions
❑ Reinforcement Learning: 

o cast your text generation model as a Markov decision process 
Ø State 𝑠 is the model’s representation of the preceding context 
Ø Actions 𝑎 are the words that can be generated 
Ø Policy 𝜋 is the decoder 
Ø Rewards 𝑟 are provided by an external score 

o Learn behaviors by rewarding the model when it exhibits them 
o Use REINFORCE or similar; it’s difficult because huge 

branching factor/search space
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MIXER: Sequence-level training with REINFORCE
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Ranzato et al., 2016
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Ranzato et al., 2016

MIXER seems to be a useful, agnostic trick to improve MT results, but did 
not see wide usage ~ perhaps due to unstability of REINFORCE

MIXER: Sequence-level training with REINFORCE



Reward Estimation
❑ How should we define a reward function? Just use your evaluation metric! 

o BLEU (machine translation; Ranzato et al., ICLR 2016; Wu et al., 2016) 

o ROUGE (summarization; Paulus et al., 2018; Celikyilmaz et al., 2018) 

o CIDEr (image captioning; Rennie et al., CVPR 2017) 

o SPIDEr (image captioning; Liu et al., ICCV 2017)

❑ Be careful about optimizing for the task as opposed to “gaming” the reward! 
o Evaluation metrics are merely proxies for generation quality! 
o “even though RL refinement can achieve better BLEU scores, it barely improves the human 

impression of the translation quality” – Wu et al., 2016
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Reward Estimation
❑ What behaviors can we tie to rewards? 

o Sentence simplicity (Zhang and Lapata, EMNLP 2017) 

o Temporal Consistency (Bosselut et al., NAACL 2018) 

o Cross-modality consistency in image captioning (Ren et al., CVPR 2017) 

o Utterance Politeness (Tan et al., TACL 2018) 

o Paraphrasing (Li et al., EMNLP 2018) 

o Sentiment (Gong et al., NAACL 2019) 

o Formality (Gong et al., NAACL 2019) 

❑ If you can formalize a behavior as a Python function (or train a neural network to 
approximate it!), you can train a text generation model to exhibit that behavior!
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Reward Modeling in chatGPT
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Reward Modeling in chatGPT
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Reward Modeling in chatGPT
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Example human preference

Answer A is “better” 
than Answer B
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Human 
preference in 
demonstration
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Human preference in demonstration

“Explain 
reinforcement 
learning to a CS 
undergraduate 
student”

Reinforcement learning is a type of machine learning where an agent learns how to make a sequence of decisions in an environment, 
by trial and error, with the goal of maximizing a cumulative reward.
At a high level, the reinforcement learning process involves an agent that interacts with an environment, where the environment can 
be any system that the agent is trying to learn to control or navigate. The agent observes the state of the environment, takes an 
action based on that observation, and receives a reward from the environment for its action.
The goal of the agent is to learn a policy, which is a mapping from states to actions, that maximizes the expected cumulative reward 
over time. This is achieved through a process of trial and error, where the agent explores the environment by taking different actions 
and observing the resulting rewards, and updates its policy accordingly.
Reinforcement learning is widely used in various fields, such as robotics, gaming, finance, and healthcare, to name a few. It is
particularly useful in situations where there is no clear and complete understanding of the problem at hand, or where the optimal 
solution is unknown or difficult to obtain through traditional programming methods.

R1

R3  >  R2  >  R4  >  R1

Preference/Ranking as a good answer

Reinforcement learning is a type of machine learning that involves training an agent to make decisions based on feedback received 
from its environment. The goal is to have the agent learn to take actions that will maximize some long-term reward.
The agent interacts with its environment by taking actions and receiving feedback in the form of a reward signal. The reward signal is 
used to evaluate the goodness of the agent's actions, with the goal of increasing the likelihood of receiving high rewards in the 
future.
The agent learns through trial and error, using past experiences to inform future decision making. By considering the rewards
associated with different actions, the agent can develop a policy that will lead to the best possible outcome over time.
One of the key challenges in reinforcement learning is striking a balance between exploration and exploitation. The agent needs to 
explore new actions to discover potentially high-reward actions, but also needs to exploit actions that are already known to be 
effective.
Reinforcement learning has been successfully applied in a wide range of areas, including robotics, gaming, and finance. It has also 
been used to develop advanced decision-making systems, such as self-driving cars and intelligent virtual assistants.

Reinforcement learning is a subfield of artificial intelligence that involves training an agent (e.g., a software agent, a robot, or a game 
character) to make decisions in a complex, dynamic environment. In reinforcement learning, the agent learns by receiving feedback 
in the form of rewards or punishments for its actions, without being explicitly told which actions to take.
The agent interacts with the environment, taking actions based on its current state, and the environment responds by providing 
feedback in the form of a numerical reward signal that reflects how well the agent is doing. The agent's objective is to learn a policy, 
which is a mapping from states to actions, that maximizes its cumulative reward over time.
Reinforcement learning algorithms use various techniques, such as value functions, policy gradients, and Q-learning, to optimize the 
agent's policy. These algorithms typically involve a trade-off between exploration (trying out new actions to learn more about the 
environment) and exploitation (taking actions that the agent already knows to be good).
Reinforcement learning has applications in a wide range of domains, including robotics, gaming, recommendation systems, and self-
driving cars.

Reinforcement learning is a type of machine learning that enables a computer to learn how to make decisions through trial and
error.
In reinforcement learning, an agent interacts with an environment by taking actions and observing the resulting state and reward. 
The agent's goal is to learn a policy, or a mapping from states to actions, that maximizes the expected cumulative reward over time.
The agent starts off knowing nothing about the environment or the best actions to take, but it learns by taking actions and observing 
the resulting rewards. By repeatedly exploring and exploiting the environment, the agent gradually learns a good policy that enables 
it to maximize its cumulative reward.
Reinforcement learning has been successfully applied in a variety of domains, such as game playing, robotics, and recommendation
systems. It is a powerful approach for learning how to make decisions in complex and uncertain environments.
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Human Alignment
❑ A model's capability is typically evaluated by how well it is able to optimize its 

objective function
❑ Alignment is concerned with what we actually want the model to do versus what 

it is being trained to do.
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Objective: next or 
masked token prediction

What we don’t expect from LLMs:
q Lack of helpfulness
q Hallucinations
q Lack of interpretability
q Generating biased or toxic output



25

Objective: next or 
masked token prediction

What we don’t expect 
from LLMs:

R3  >  R2  >  R4  >  R1



Search in Training: Takeaways
❑ Teacher forcing is still the main algorithm for training text generation models 

❑ Diversity is an issue with sequences generated from teacher forced models

❑ Exposure bias causes text generation models to lose coherence easily 

❑ Training with RL can allow models to learn behaviors that are challenging to 
formalize 
o But learning can be very unstable!
o Better RL algorithms are developed, like PPO
o Better alignment of human preferences using PPO (e.g., chatGPT)
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Evaluation of generated text
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Types of evaluation methods in NLG
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Content 
overlap metrics

Model-based 
metrics

Human 
evaluations



Content overlap metrics

❑ Compute a score that indicates the similarity between generated and gold-
standard (human-written) text 

❑ Fast and efficient and widely used 
❑ Two broad categories: 

o N-gram overlap metrics (e.g., BLEU, ROUGE, METEOR
o Semantic overlap metrics (e.g., PYRAMID, SPICE)
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N-gram overlap metrics
Word overlap–based metrics (BLEU, ROUGE, METEOR, CIDEr, etc.) 

❑ They’re not ideal for machine translation 

❑ They get progressively much worse for tasks that are more open-ended than 
machine translation 
o Worse for summarization, as longer output texts are harder to measure 
o Much worse for dialogue, which is more open-ended than summarization 
o Much, much worse for story generation, which is also open-ended, but whose sequence 

length can make it seem you’re getting decent scores!
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A simple failure case
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n-gram overlap metrics have no concept of semantic relatedness!

Are you enjoying your 
Homework #2 on Prompting?

Heck Yes!

Yes!

You know it !

BLEU = 0.61

BLEU = 0.25
Yup .BLEU = 0.0False Negative

Heck no !BLEU = 0.67False Positive



Semantic overlap metrics
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PYRAMID
(Nenkova et al., 2017)

SPICE
(Anderson et al., 2016)

SPIDER
(Liu et al., 2017)

Incorporates human content selection variation 
in summarization evaluation. 
Identifies Summarization Content Units (SCU)s 
to compare information content in summaries.

Semantic propositional image caption 
evaluation is an image captioning metric that 
initially parses the reference text to derive an 
abstract scene graph representation. 

A combination of semantic graph similarity 
(SPICE) and n-gram similarity measure 
(CIDER), the SPICE metric yields a more 
complete quality evaluation metric.



Types of evaluation methods in NLG
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Content 
overlap metrics

Model-based 
metrics

Human 
evaluations



Model-based metrics

❑ Use learned representations of words and sentences to compute 
semantic similarity between generated and reference texts 

❑ No more n-gram bottleneck because text units are represented as 
embeddings

❑ Even though embeddings are pretrained, distance metrics used to 
measure the similarity can be fixed
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Model-based metrics: Word distance functions
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Vector Similarity
Embedding based similarity for semantic 
distance between text. 
❑ Embedding Average (Liu et al., 2016) 
❑ Vector Extrema (Liu et al., 2016) 
❑ MEANT (Lo, 2017) 
❑ YISI (Lo, 2019)

BERTScore
Uses pre-trained contextual embeddings 
from BERT and matches words in 
candidate and reference sentences by 
cosine similarity. 
(Zhang et.al. 2020)

Word Mover’s Distance
Measures the distance between two 
sequences (e.g., sentences, paragraphs, 
etc.), using word embedding similarity 
matching. 
(Kusner et.al., 2015; Zhao et al., 2019)



Model-based metrics: Beyond word matching
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Sentence Movers Similarity
Based on Word Movers Distance to evaluate text 
in a continuous space using sentence embeddings 
from recurrent neural network representations.

(Clark et.al., 2019)

BLEURT
A regression model based on BERT returns a 
score that indicates to what extent the candidate 
text is grammatical and conveys the meaning of 
the reference text. 

(Sellam et.al. 2020)



Automatic metrics in general don’t really work
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(Liu et.al., 2016)



Types of evaluation methods in NLG
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Content 
overlap metrics

Model-based 
metrics

Human 
evaluations



Human Evaluations
❑ Automatic metrics fall short of matching human decisions 

❑ Human evaluation is most important form of evaluation for text generation 
systems 
o >75% generation papers at ACL 2019 included human evaluations 

❑ Gold standard in developing new automatic metrics 
o New automated metrics must correlate well with human evaluations!
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Human Evaluations
❑ Ask humans to evaluate the quality of generated text 

❑ Overall or along some specific dimension: 
o fluency 
o coherence / consistency 
o factuality and correctness 
o commonsense 
o style / formality
o grammaticality 
o typicality
o redundancy
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Note: Don’t compare human 
evaluation scores across 
differently conducted studies 
Even if they claim to evaluate 
the same dimensions!



Human evaluation: Issues
❑ Human judgments are regarded as the gold standard 

❑ Of course, we know that human eval is slow and expensive

❑ Conducting human evaluation effectively is very difficult
o Humans are  
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are inconsistent 
can be illogical 
lose concentration 
misinterpret your question 
can’t always explain why they feel the way they do



Learning from human reference
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ADEM
A learned metric from human judgments 
for dialog system evaluation in a chatbot 
setting. (Lowe et.al., 2017)

HUSE
Human Unified with Statistical Evaluation 
(HUSE), determines the similarity of the 
output distribution and a human reference 
distribution. (Hashimoto et.al. 2019)



Evaluation: Takeaways
❑ Content overlap metrics provide a good starting point for evaluating the quality of 

generated text. You will need to use one but they’re not good enough on their 
own. 

❑ Model-based metrics can be more correlated with human judgment, but behavior 
is not interpretable 

❑ Human judgments are critical 
o Only thing that can directly evaluate factuality, but humans are inconsistent! 

❑ In many cases, the best judge of output quality is YOU! 
o Look at your model generations. Don’t just rely on numbers!  
o Don’t cherry pick! Publicly release large samples of the output of systems that you create!
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Conclusion
❑ Interacting with natural language generation systems quickly shows their 

limitations 

❑ Even in tasks with more progress, there are still many improvements ahead 

❑ Evaluation remains a huge challenge. 
o We need better ways of automatically evaluating performance of NLG systems 

❑ One of the most exciting and fun areas of NLP to work in!
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Questions?


