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Project teams
q Team ?: 

o Faiz and Seva
o Semantic search?

q Team HSC01:
o Cody, Harsh, Shil
o Exploring contrastive learning and graph-based learning algorithms for sentiment classification.

q Team NLP Amateur
o Chen, Jiaqi, Keyang
o Cross-lingual Transfer Learning for Sarcasm/Irony Detection

q Team Novella:
o Anush, Kyler, Riley
o Our goal is to use generative adversarial learning and recurrent neural networks to train a model to imitate some of history’s most famous 

authors (individually).
q Team Polyglots:

o Asal, Ku, Josh, London
o multilingual (or multi-dialect or accent)

q Team Sprite:
o Chen, Tianhao, Zhecheng
o knowledge embedded, long format, text generation
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Three ways of looking at word meaning

q Decompositional
o What the “components” of meaning “in” a word are

q Ontological
o How the meaning of the word relates to the meanings of other words

q Distributional
o What contexts the word is found in, relative to other words
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Decompositional semantics

Color: green, blue, black, etc

Shape:

Texture: ceramic, wood, 
glass, clay, etc



Limitations of decompositional semantics

q Where do the features come from?
o How to divide semantic space into features
o How to settle on a final list? 

q How do you assign features to words in a principle way?
q How do you think these features to the real world?
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Computationally less useful to semantics



WordNet
q A lexical resource that organizes words 

according to their semantic relations.

q Words have different senses

q Each sense is associated with a synset;
o a set of words that are roughly synonymous for 

a particular sense

q These synsets are associated with one 
another through relations like antonymy, 
hyponymy, and meronomy
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https://wordnet.princeton.edu/

Antonymy

https://wordnet.princeton.edu/


Limitations of WordNet and ontological semantics

q WordNet is a useful resource, but there are intrinsic limits
o It requires many years of manual effort by experts like skilled 

lexicographers
o Some lexicographers are not skilled, and this has led to 

inconsistencies (https://en.wikipedia.org/wiki/WordNet)
o Ontology is only as good as ontologists; not driven by data

q Sparse
o wicked, badass, ninja..

q Hard to compute word relationships
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Let’s look into lexical 
semantics driven by data and 

not rely on lexicographers

https://en.wikipedia.org/wiki/WordNet


Three ways of looking at word meaning

q Decompositional
o What the “components” of meaning “in” a word are

q Ontological
o How the meaning of the word relates to the meanings of other words

q Distributional
o What contexts the word is found in, relative to other words
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Assumptions in distributional semantics
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“You shall know a word by the company it keeps”
Firth, J. R. 1957:11

“The meaning of word is its use in the language”
Wittgenstein PI 43

“If A and B have almost identical environments
we say that they are synonyms.” Harris 1954



10

What does “beef” mean?



Beef
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Sentences from the brown corpus. Extracted from the concordancer in The Compleat Lexical Tutor, http://www.lextutor.ca/

http://www.lextutor.ca/


Beef

q Suppose you see these sentences:
o "there was the smell of roast beef“
o “I smell seared beef, and my stomach 

twists from hunger.”

q Suppose you’ve also seen these:
o ..a piece of meat roasted or for roasting..
o ..So long as the meat was seared, they 

gulped down several times their own 
weight every day, …
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Beef is the culinary name for meat from cattle.
Wikpedia, “beef”

Beef is a meat roasted or seared with smell.



Model of meaning focusing on similarity

q Not just “word”; Similar 
words are nearby in space

q Each word = a vector
q The standard way to 

represent meaning in 
“NLP” these days
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Distributed representation

q Vector representation that encodes information about the distribution of 
contexts a word appears in 

q Words that appear in similar contexts have similar representations (and 
similar meanings, by the distributional hypothesis). 

q We have several different ways we can encode the notion of “context.”
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Recap: Neural Network
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I love NLP 🥰

+ + +

=

tanh(𝑊!ℎ + 𝑏!) tanh(𝑊"ℎ + 𝑏")

lookup lookup lookup lookup

Word-level 
embedding/prediction

Sentence-level 
embedding/prediction



How to train embeddings?

q Initialize randomly, train jointly with the task (what we’ve 
discussed to this point)

qPre-train on a supervised task (e.g., NER) and test on 
another (e.g., POS tagging)

qPre-train on an unsupervised task (e.g., language modeling)
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What do we want to know about words?

qAre they the same part of speech?

qDo they have the same conjugation?

qDo these two words mean the same thing?

qDo they have some semantic relation (is-a, part-of, went-to-
school-at)?
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Contextualization of word representations
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I love NLP 🥰

+ + +

embed embed embed embed

I love NLP 🥰

+ + +

embed

Static or non-contextualized 
representations

Contextualized 
representations



Word embeddings 

q A continuous vector 
representation of words

qWithin the word embedding, 
these features of syntax and 
semantics may be included
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More positive for nouns

Positive for 
animate objects

No intuitive meaning 
whatsover



Different kinds of encoding “context”

q Count-based
o PMI, TF-IDF

q Class-based 
o Brown clusters

q Distributed prediction-based (type) embeddings
o Word2vec, GloVe, Fasttext

q Distributed contextual (token) embeddings from language models
o ELMo, BERT, GPT

q Many more variants
o Multilingual / multi-sense / syntactic embeddings, etc
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Term-document matrix
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Hamlet

knife 1
dog

sword 2
love 64
like 75
…

Context = appearing in the same document.

Macbeth Romeo & 
Juliet

Richard lll Julius 
Caesar

Tempest

1 4 2 2
6 12 2

2 7 5 5
135 63 12

38 34 36 34 41



Word vectors
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Vector representation of the term; 
where vector size = number of documents

knife 1 1 4 2 … 2

sword 2 2 7 5 … 5



Cosine Similarity
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𝑐𝑜𝑠 𝑥, 𝑦 =
∑!"#$ 𝑥!𝑦!

∑!"#$ 𝑥!% ∑!"#$ 𝑦!%

q Calculate the cosine similarity between the two word vectors, to judge the degree of 
their similarity [Salton 1971]

Note:
q Euclidean distance measures the magnitude of distance between two points
q Cosine similarity measures their orientation

https://cmry.github.io/notes/euclidean-v-cosine

https://cmry.github.io/notes/euclidean-v-cosine
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Hamlet Macbeth Romeo & 
Juliet

Richard lll Julius 
Caesar

Tempest

knife 1 1 4 2 2
dog 6 12 2

sword 2 2 7 5 5
love 64 135 63 12
like 75 38 34 36 34 41
…

cos (knife, knife)

cos (knife, dog)

cos (knife, sword)

cos (knife, love)

cos (knife, like)

1.0

0.11

0.99

0.65

0.61

Not all dimensions are equally informative.
Let’s weight dimensions!



TF-IDF

q Term frequency (𝑡𝑓+,-) = the number of times term 𝑡 occurs in document 𝑑
o Several variants: e.g., passing through log function

q Inverse document frequency = inverse fraction of number of documents 
containing (𝐷+) among total number of documents 𝑁.

25

×𝑙𝑜𝑔
𝑁
𝐷&

𝑡𝑓𝑖𝑑𝑓 𝑡, 𝑑 = 𝑡𝑓&,(



IDF

0.07
0.30
0.07
0.20
0.00
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Hamlet Macbeth Romeo & 
Juliet

Richard lll Julius 
Caesar

Tempest

knife 1 1 4 2 2
dog 6 12 2

sword 2 2 7 5 5
love 64 135 63 12
like 75 38 34 36 34 41
…

IDF indicates the informativeness of the 
terms when comparing documents.

𝑙𝑜𝑔
𝑁
𝐷#
= log

6
5 = 0.07

𝑙𝑜𝑔
𝑁

𝐷#$“#&'”
= log

6
6 = 0.0



Pointwise Mutual  Information (PMI)

q Mutual information provides a measure of how independent
two variables (X and Y) are.

q Pointwise mutual information measures the independence of 
two outcomes (x and y)
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Pointwise Mutual  Information (PMI)
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= log%
𝑁 ×𝑐𝑜𝑢𝑛𝑡 (𝑤, 𝑐)

𝑐𝑜𝑢𝑛𝑡 𝑤 ×𝑐𝑜𝑢𝑛𝑡(𝑐)

𝑃𝑀𝐼 𝑤, 𝑐 = log%
𝑝 𝑤, 𝑐
𝑝 𝑤 ×𝑝(𝑐)

w = word, 
c = context what if this count (w,c) 

never occur together?

= max ( log%
𝑁 ×𝑐𝑜𝑢𝑛𝑡 𝑤, 𝑐

𝑐𝑜𝑢𝑛𝑡 𝑤 ×𝑐𝑜𝑢𝑛𝑡 𝑐
, 0)𝑃𝑃𝑀𝐼 𝑤, 𝑐

= log%

𝑐𝑜𝑢𝑛𝑡 𝑤, 𝑐
𝑁

𝑐𝑜𝑢𝑛𝑡 𝑤
𝑁 ×𝑐𝑜𝑢𝑛𝑡 𝑐𝑁

Positive



total

10
20
21
274
258
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Hamlet Macbeth Romeo & 
Juliet

Richard lll Julius 
Caesar

Tempest

knife 1 1 4 2 2
dog 6 12 2

sword 2 2 7 5 5
love 64 135 63 12
like 75 38 34 36 34 41

𝑃𝑀𝐼 (𝑙𝑜𝑣𝑒, 𝑅&𝐽)= log%
𝑁 ×𝑐𝑜𝑢𝑛𝑡 (𝑤, 𝑐)

𝑐𝑜𝑢𝑛𝑡 𝑤 ×𝑐𝑜𝑢𝑛𝑡(𝑐)
=

total 142 41 180 112 46 62 583

log%
𝟓𝟖𝟑 ×135
180×274



Distributionally Similar Words
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Lin.  1998.  Automatic  Retrieval  and  Clustering  of  Similar  Words.  COLING-ACL.   



Intrinsic evaluation:
Ask humans how similar two words are
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Word 1 Word 2
vanish Disappear
behave obey
belief Impression

muscle Bone
modest Flexible

hole agreement

SimLex-999 dataset (Hill et al., 2015)

WordSim-353 dataset (Finkelstein et al., 2002)

Relatedness: 
correlation (Spearman/Pearson) between vector 
similarity of pair of words and human judgments

similarity
9.8
7.3
5.95
3.65
0.98
0.3



Intrinsic evaluation:
Analogical reasoning (Mikolov et al., 2013). 
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Berlin Germany France
possibly impossibly Certain

generating generated Shrinking
think thinking Look

Baltimore Maryland Minneapolis
shrinking shrank Slowing

Rabat Morocco Astana

?
Uncertain
Shrank
Looking

Minnesota
Slowed

Kazakhstan

For analogy Germany : Berlin :: France : ?, 
find closest vector to v(“Berlin”) – v(“Germany”)+v(“France”)



Sparse vectors
a 0

a 0

aa 0

aal 0

aalii 0

aam 0

Aani 0

aardvark 1

aardwolf 0

…

zythem 0

Zythia 0

zythum 0

Zyzomys 0

Zyzzogeton 0
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“aardvark”

V-dimensional vector, single 1 for 
the identity of the element



Dense vectors

34

0.7

1.3

-4.5



Singular value decomposition (SVD)
q Any 𝑛×𝑑 matrix 𝑋 can be decomposed into the product of three matrices

o where 𝑚 is the number of linearly independent rows
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9

4

3

1

2

4

𝑛×𝑚 𝑚×𝑚
(diagonal) 

𝑚×𝑑

× ×

𝑛×𝑑

=



Singular value decomposition (SVD)
q We can approximate the full matrix by only considering the leftmost k terms in the 

diagonal matrix
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9

4

3

1

2

4

𝑛×𝑚 𝑚×𝑚
(diagonal) 

𝑚×𝑑

× ×

𝑛×𝑑

=



Singular value decomposition (SVD)
q We can approximate the full matrix by only considering the leftmost k terms in the 

diagonal matrix (the k largest singular values)
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9

4

3

1

2

4

𝑛×𝑚 𝑚×𝑚
(diagonal) 

𝑚×𝑑

× ×

𝑛×𝑑

≈



Hamlet Macbeth Romeo & 
Juliet

Richard lll Julius 
Caesar

Tempest

knife 1 1 4 2 2
dog 6 12 2

sword 2 2 7 5 5
love 64 135 63 12
like 75 38 34 36 34 41
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knife 0.2 0.42 0.22

dog 0.5 1.2 8.6

sword -0.2 0.7 -2.2

love 9.3 -0.5 0.5

like 0.2 4.3 0.9

0.5

0.3

2.5

Hamlet Macbet
h

Romeo 
& Juliet

Richar
d lll

Julius 
Caesar

Tempe
st

-0.2 0.7 -2.2 -0.2 0.7 -2.2

-0.2 0.7 -2.2 9.3 -0.5 0.5

9.3 -0.5 0.5 -0.5 0.5 9.3

× ×

𝑛×𝑚 𝑚×𝑚 𝑚×𝑑
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knife 0.2 0.42 0.22

dog 0.5 1.2 8.6

sword -0.2 0.7 -2.2

love 9.3 -0.5 0.5

like 0.2 4.3 0.9

0.5

0.3

2.5

Hamle
t

Macb
eth

Romeo 
& Juliet

Richa
rd lll

Julius 
Caesar

Tempe
st

-0.2 0.7 -2.2 -0.2 0.7 -2.2

-0.2 0.7 -2.2 9.3 -0.5 0.5

9.3 -0.5 0.5 -0.5 0.5 9.3

× ×

Low-dimensional representation 
for terms (here 3 dimensions)

Low-dimensional representation 
for documents (here 3 dimensions)

𝑛×𝑚 𝑚×𝑚 𝑚×𝑑



Latent semantic analysis
q Latent Semantic Analysis/Indexing is this process of applying 

SVD to the term-document co-occurence matrix
o Terms typically weighted by tf-idf

q This is a form of dimensionality reduction 
o for terms, from a D-dimensionsal sparse vector to a K-dimensional 

dense one  where K << D.

q Similar kinds:
o Probabilistic Latent Semantic Indexing (pLSI) (Hofmann, 1999)
o Nonnegative Matrix Factorization (NMF) (Lee & Seung, 1999)
o Latent Dirichlet Allocation (LDA) (Blei et al., 2003)
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#1 #2 #3 #4
music how program 10

film what project 30

theater about russian 11

mr their space 12

this or russia 15

(Deerwester et al. 1998) 



Dense vectors from prediction (not count)

q Learning low-dimensional representations of words by 
framing a predicting task: 
o using context to predict words (in a surrounding window)
o 𝑃 𝑤+ 𝑤+>?, 𝑤+>@, 𝑤+A?, 𝑤+A@)

q Transform this into a supervised prediction problem; 
o similar to language modeling but we’re ignoring order within the 

context window
o 𝑃 𝑤+A@ 𝑤+>@, 𝑤+>?, 𝑤+, 𝑤+A?)

41



Dense vectors from prediction (not count)

42

the cat sat on the mat

Skipgram model: 
given a single word in a sentence, predict 
the words in a context window around it.

(Mikolove et al., 14)



Dense vectors from prediction (not count)

43

the cat sat on the mat

classifierw! = the

w!"# = START"#

w!"$ = START"$

w!%$ = 𝑐𝑎𝑡

w!%# = 𝑠𝑎𝑡

Context window size = 2



Dense vectors from prediction (not count)
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the cat sat on the mat

classifierw! = cat

w!"# = START"$

w!"$ = 𝑡ℎ𝑒

w!%$ = 𝑠𝑎𝑡

w!%# = 𝑜𝑛

Context window size = 2



Dense vectors from prediction (not count)
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the cat sat on the mat

classifierw! = sat

w!"# = 𝑡ℎ𝑒

w!"$ = 𝑐𝑎𝑡

w!%$ = 𝑜𝑛

w!%# = 𝑡ℎ𝑒

Context window size = 2



Dense vectors from prediction (not count)
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the cat sat on the mat

classifierw! = on

w!"# = 𝑐𝑎𝑡

w!"$ = 𝑠𝑎𝑡

w!%$ = 𝑡ℎ𝑒

w!%# = 𝑚𝑎𝑡

Context window size = 2



Dense vectors from prediction (not count)
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the cat sat on the mat

classifierw! = the

w!"# = 𝑠𝑎𝑡

w!"$ = 𝑜𝑛

w!%$ = 𝑚𝑎𝑡

w!%# = 𝐸𝑁𝐷%$

Context window size = 2



Dense vectors from prediction (not count)
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the cat sat on the mat

classifierw! = mat

w!"# = 𝑜𝑛

w!"$ = 𝑡ℎ𝑒

w!%$ = 𝐸𝑁𝐷%$

w!%# = 𝐸𝑁𝐷%#

Context window size = 2



Dense vectors from prediction (not count)
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Context window size = 2

classifierw! = the

w!"# = 𝑠𝑎𝑡

w!"$ = 𝑜𝑛

w!%$ = 𝑚𝑎𝑡

w!%# = 𝐸𝑁𝐷%$

classifierw! = the

w!"# = START"#

w!"$ = START"$

w!%$ = 𝑐𝑎𝑡

w!%# = 𝑠𝑎𝑡



Dense vectors from prediction (not count)
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classifierw!

w!"#

w!"$

w!%$

w!%#
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classifierw!

w!"#

w!"$

w!%$

w!%#



52



53

the cat mat on sat ..

5.2 1.5 …

0.5 0.4 …

-6.2 0.6 ..

0.5 -3.4 ..

…

V

Word embedding 
for “the”
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𝐽 𝜃 = −
1
𝑇
0
+B?

C

0
>DEFED,FGH

log 𝑃 𝑤+AF 𝑤+; 𝜃)

The objective function 𝐽 𝜃 is the average negative log likelihood

𝑃 𝑜 𝑐 ) = −
exp(𝑢KC𝑣L)

∑M∈O exp(𝑢MC 𝑣L)

For a center word 𝑐 and a context word 𝑜 : All word vectors

Dot product compares similarity of 
𝑜 and 𝑐 . 𝑢!𝑣 = 𝑢 & 𝑐 = ∑"#$% 𝑢"𝑣"

Normalize over entire vocabulary 
to give probability distribution

𝑠𝑜𝑓𝑡𝑚𝑎𝑥 𝑥Q =
exp(𝑥Q)

∑FB? exp(𝑥F)
= 𝑝Q

“soft” because still assigns some 
probability to smaller 𝑥"

“max” because amplifies 
probability of largest 𝑥"
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Minimize the objective function 𝐽 𝜃 using gradient descent

Idea: for current value of 𝜃 , calculate gradient of 𝐽 𝜃 then take small 
step in direction of negative gradient. Repeat this until convergence. 



Two kinds of training data

q The labeled data for specific tasks
o Labeled sentiment for movie reviews (~2K labels/reviews, ~1.5 words)
o Used for supervised models

q Unlabeled text (Wikipedia, web text, books, etc)
o Trillions of words
o Used for word distributed representations
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5.2

0.5

-6.2

0.5

…

5.5

0.3

-6.1

0.9

…

4.2

0.7

-5.2

0.1

…
1.5

0.5

0.7

-3.6

2.5

1.4

2.6

-4.4



Why dog and cat in similar positions
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the black dog jumped on the table

the black cat jumped on the table

the black puppy jumped on the table

the black wrench jumped on the table

the black shoe jumped on the table



Dimensionality reduction
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0

1

0

0

0

0

0

0

0

0

0

0

0.7

1.3

-4.5

“the”
“for”
“the”

“a”

“in”
“on”

…

V-dimensional space (1-hot)
Representations for all words are completely independent

3-dimensional space 
Representations are not structured
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Mikolov et al. 2013 show that vector representations have some 
potential for analogical reasoning through vector arithmetic.

Mikolov et al., (2013), “Linguistic Regularities in Continuous Space Word Representations” (NAACL)

5.2

0.5

-6.2

0.5

…

the king man on sat .. woman

5.2 1.5 …

0.5 0.4 …

-6.2 0.6 ..

0.5 -3.4 ..

…

v(“King”) – v(“Man”) + v(“Queen”) = 

0.7

1.3

-4.5

…

5.2

0.5

-6.2

0.5

…

4.2

0.7

-5.2

0.1

…

– + =

Closest vector



Low-dimensional, distributed representations

q Two similar words (e.g., synonyms or words under the same 
class) have similar distributional properties

q In neural models, replace the initial V-dimensional sparse 
vector with much smaller k-dimensional dense vectors

q Low-dimensional, dense word representations are 
extraordinarily powerful and have shown much of gains that 
neural network models have in NLP
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Other techniques and embeddings not covered

q Contrastive learning with negative samples
q Other variants

o Word2Vec (Mikolove et al., 14)

ühttps://code.google.com/archive/p/word2vec/
o GloVe (Pennington et al., 14)

ühttp://www.fasttext.cc/
o FastText (Bojanowski et al.’ 17)

ühttp://nlp.stanford.edu/projects/glove/

qContextualized word embeddings

62

https://code.google.com/archive/p/word2vec/
http://www.fasttext.cc/
http://nlp.stanford.edu/projects/glove/


Next

q More details on word vectors:
o Types of evaluation
o Limitations and extensions

qContextualized word embeddings

63
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Three ways of looking at word meaning

q Decompositional
o What the “components” of meaning “in” a word are

q Ontological
o How the meaning of the word relates to the meanings of other words

q Distributional
o What contexts the word is found in, relative to other words

65
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Decompositional semantics

Color: green, blue, black, etc

Shape:

Texture: ceramic, wood, 
glass, clay, etc



Limitations of decompositional semantics

q Where do the features come from?
o How to divide semantic space into features
o How to settle on a final list? 

q How do you assign features to words in a principle way?
q How do you think these features to the real world?

68

Computationally less useful to semantics



Three ways of looking at word meaning

q Decompositional
o What the “components” of meaning “in” a word are

q Ontological
o How the meaning of the word relates to the meanings of other words

q Distributional
o What contexts the word is found in, relative to other words

69



Ontological semantics
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https://lexical-graph.herokuapp.com/

https://lexical-graph.herokuapp.com/


WordNet
q A lexical resource that organizes words 

according to their semantic relations.

q Words have different senses

q Each sense is associated with a synset;
o a set of words that are roughly synonymous for 

a particular sense

q These synsets are associated with one 
another through relations like antonymy, 
hyponymy, and meronomy
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https://wordnet.princeton.edu/

Antonymy

https://wordnet.princeton.edu/


Semantic relations
q Synonymy — equivalence

o <small, little>
q Antonymy — opposition

o <small, large>
q Meronymy — part-of relation 

o <liver, body>
q Holonymy — has-a relation

o <body, liver>
q Hyponymy — subset; is-a relation 

o <dog, mammal>
q Hypernymy — superset 

o <mammal, dog>
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Synsets for dog (n)
q S: (n) dog, domestic dog, Canis familiaris (a member of the genus Canis (probably 

descended from the common wolf) that has been domesticated by man since prehistoric 
times; occurs in many breeds) "the dog barked all night" 

q S: (n) frump, dog (a dull unattractive unpleasant girl or woman) "she got a reputation as 
a frump"; "she's a real dog" 

q S: (n) dog (informal term for a man) "you lucky dog" 
q S: (n) cad, bounder, blackguard, dog, hound, heel (someone who is morally 

reprehensible) "you dirty dog" 
q S: (n) frank, frankfurter, hotdog, hot dog, dog, wiener, wienerwurst, weenie (a smooth-

textured sausage of minced beef or pork usually smoked; often served on a bread roll) 
q S: (n) pawl, detent, click, dog (a hinged catch that fits into a notch of a ratchet to move a 

wheel forward or prevent it from moving backward) 
q S: (n) andiron, firedog, dog, dog-iron (metal supports for logs in a fireplace) "the 

andirons were too hot to touch"
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Polysemy
Sense 1 Sense 2

bad Of poor quality or little worth. slang (orig. U.S.). Formidable, good.
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A word sense is a representation of one 
aspect of a word’s meaning.

sick Suffering from illness of any 
kind; ill, unwell, ailing.

slang (now esp. Skateboarding and 
Surfing). Excellent, impressive; risky.

wicked Bad in moral character, 
disposition, or conduct

Excellent, splendid; remarkable. slang 
(orig. U.S.).



Semcor

q 200K+ words from Brown corpus tagged with Wordnet 
senses.

q Benchmark for word sense disambiguation (WSD)
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OntoNotes

q Annotate a large corpus comprising various 
genres of text (news, conversational 
telephone speech, weblogs, usenet
newsgroups, broadcast, talk shows) in three 
languages (English, Chinese, and Arabic) 
with structural information (syntax and 
predicate argument structure) and shallow 
semantics (word sense linked to an 
ontology and coreference).

q Another benchmark for WSD
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Hovy, E., Marcus, M., Palmer, M., Ramshaw, L., & Weischedel, R. (2006, June) OntoNotes: 
The 90% Solution NAACL, Companion Volume: Short Papers (pp. 57-60).

https://aclanthology.org/N06-2015.pdf


Tools for WordNet

q Original WordNet project:
o https://wordnet.princeton.edu/related-

projects
q WordNets in the World (many 

languages available):
o http://globalwordnet.org/resources/wordn

ets-in-the-world/
q NLTK (Python)

o https://www.nltk.org/howto/wordnet.html
q Graph visualization

o https://github.com/aliiae/lexical-graph
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https://wordnet.princeton.edu/related-projects
http://globalwordnet.org/resources/wordnets-in-the-world/
https://www.nltk.org/howto/wordnet.html
https://github.com/aliiae/lexical-graph


Information content
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𝐼𝐶 𝑤 = −𝑙𝑜𝑔
# 𝑤𝑜𝑟𝑑𝑠 𝑡ℎ𝑎𝑡 𝑎𝑟𝑒 𝑒𝑞𝑢𝑖𝑣𝑎𝑙𝑒𝑛𝑡 𝑡𝑜 𝑜𝑟 𝑎𝑟𝑒 ℎ𝑦𝑝𝑜𝑛𝑜𝑦𝑚𝑠 𝑜𝑓 𝑤

# 𝑤𝑜𝑟𝑑𝑠 𝑖𝑛 𝑐𝑜𝑟𝑝𝑢𝑠

Adapted from Lin. 1998. An information Theoretic Definition of Similarity. ICML.
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L. Fei-Fei and J. Deng. ImageNet: Where have we been? Where are we going?, CVPR Beyond 
ImageNet Large Scale Visual Recognition Challenge workshop, 2017, pdf

https://www.image-net.org/static_files/files/imagenet_ilsvrc2017_v1.0.pdf
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https://www.oxfordlearnersdictionaries.com/

Lemma
Sense

Definition

Usage

https://www.oxfordlearnersdictionaries.com/


Limitations of WordNet and ontological semantics

q WordNet is a useful resource, but there are intrinsic limits
o It requires many years of manual effort by experts like skilled 

lexicographers
o Some lexicographers are not skilled, and this has led to 

inconsistencies (https://en.wikipedia.org/wiki/WordNet)
o Ontology is only as good as ontologists; not driven by data

q Sparse
o wicked, badass, ninja..

q Hard to compute word relationships
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Let’s look into lexical 
semantics driven by data and 

not rely on lexicographers

https://en.wikipedia.org/wiki/WordNet

