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What is natural language generation?

❑ NLP = Natural Language Understanding (NLU) 
+ Natural Language Generation (NLG) 

❑ NLG focuses on systems that produce coherent
and useful language output for human 
consumption 

❑ Deep Learning is powering (some) next-gen 
NLG systems
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More interesting NLG uses
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Creative story generation Data/Table to text Visual description

Craig finished his eleven NFL 
seasons with 8,189 rushing 
yards and 566 receptions for 
4,911 receiving yards.
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https://huggingface.co/docs/transformers/main_classes/text_generation

https://huggingface.co/docs/transformers/main_classes/text_generation


Generation Problem

❑We have a model of P(Y|X), how do we use it to 
generate a sentence?

❑Two methods:
o Argmax: Try to generate the sentence with the highest 

probability. 

o Sampling: Try to generate a random sentence according 
to the probability distribution. 
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𝑌! = 𝑠𝑎𝑚𝑝𝑙𝑖𝑛𝑔 𝑓𝑟𝑜𝑚 𝑃 𝑌! 𝑋, 𝑦", … 𝑦!#")

𝑌! = 𝑎𝑟𝑔𝑚𝑎𝑥 𝑃 𝑌! 𝑋, 𝑦", … 𝑦!#")



Which to Use?

❑We want the best possible single output 
o → Search

❑We want to observe multiple outputs according to the 
probability distribution 
o → Sampling

❑We want to generate diverse outputs 
o → Sampling? Search?
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Ancestral Sampling

❑Randomly generate words 
one-by-one.
o 𝑌! = 𝑃 𝑌! 𝑋, 𝑦", … 𝑦!#")
o Until <STOP> is generated

❑An exact method for sampling 
from P(X), no further work 
needed. 
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https://blog.allenai.org/a-guide-to-language-model-sampling-in-allennlp-3b1239274bc3

https://blog.allenai.org/a-guide-to-language-model-sampling-in-allennlp-3b1239274bc3


Search Basics

❑We want to find the best output 
o The most accurate output 

→ impossible! we don't know the reference 

o The most probable output according to the model 
→ simple, but not necessarily tied to accuracy 

o The output with the lowest Bayes risk 
→ which output looks like it has the lowest error?
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Greedy Search

❑One by one, pick the single highest-probability word

❑Not exact, real problems: 
o Will often generate the easy words first 
o Will prefer multiple common words to one rare word
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While	𝑌!#" ! = < 𝑆𝑇𝑂𝑃 >
𝑌! = 𝑎𝑟𝑔𝑚𝑎𝑥 𝑃 𝑌! 𝑋, 𝑦", … 𝑦!#")



Greedy methods get repetitive
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𝑌! = 𝑎𝑟𝑔𝑚𝑎𝑥 𝑃 𝑌! 𝑋, 𝑦", … 𝑦!#")



Problems w/ Disparate Search Difficulty

❑Sometimes need to cover specific content, some easy 
some hard

❑Can cause the search algorithm to select the easy 
thing first, then hard thing later
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Problems w/ Multi-word Sequences
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Beam Search

❑ Instead of picking the highest 
probability/score, maintain 
multiple paths (beam size) 

❑ At each time step 
o Expand each path until <STOP>
o Choose a subset paths from the 

expanded set
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Basic Pruning Methods

How to select which paths to keep expanding? 

❑ Histogram Pruning: Keep exactly 𝑘 hypotheses at every time step 

❑ Score Threshold Pruning: Keep all hypotheses where score is within a 
threshold 𝛼 of best score 𝑠"

❑ Probability Mass Pruning: Keep all hypotheses up until probability 
mass 𝛼

14

(Steinbiss et al. 1994)



Future Cost: neural approximation

❑ Predict how hard it will be to process as-of-yet unprocessed 
words, and search for maximum of sum f(n) = g(n) + h(n) 
o g(n): cost to current point 
o h(n): estimated cost to goal
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Koehn (2010 Chapter 6), or Li et al. (2017)



Better Search can Hurt Results!

❑Better search (=better model score) can result in 
worse BLEU score!

❑Why? Model errors!
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(Koehn and Knowles 2017)



Fixing Model Errors in Search
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How to Fix Model Errors?

❑Change the decision rule to minimize risk (best!) 

❑Heuristically modify the model score post-hoc (OK) 

❑Hobble the search algorithm so it makes more search 
errors, but the kind of errors you want (meh)
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Minimum Bayes Risk Decoding

❑We want outputs that look "safe" given all the other high-probability 
outputs

❑ Operationalized as searching for hypothesis that minimizes risk
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p=0.3 I don't know 
p=0.2 My name is Dongyeop
p=0.18 My name is Dongyeop Kang 
p=0.17 My name is Kang

…



Minimum Bayes Risk Reranking

❑Create n-best list 
❑Create error matrix and probability vector 

❑Multiply to get the risk 

❑ Find the element with lowest risk
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Improving Diversity in top N Choices

❑ Entries in the beam can be very similar 
❑ Improving the diversity of the top N list can help 
❑ Score using source->target and target-> source translation models, 

language model
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(Li et al., 2016)



How to Fix Model Errors?

❑Change the decision rule to minimize risk (best!) 

❑Heuristically modify the model score post-hoc (OK) 

❑Hobble the search algorithm so it makes more search 
errors, but the kind of errors you want (meh)
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A Typical Model Error: Length Bias

❑ In many tasks (eg. Machine translation), the output 
sequences will be of variable length 

❑Maximum likelihood training + local normalization results in 
gradually decreasing probability. 

❑Running beam search may then favor short sentences
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Length Normalization

❑Normalize by the length, dividing by |Y| (Cho et al. 2014)

❑More complicated heuristics (Wu et al. 2016)
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Predict the output length

❑ Add a penalty based off of length differences between 
sentences 

❑Calculate P(len(y) | len(x)) using corpus statistics
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(Eriguchi et al. 2016)



How to Fix Model Errors?

❑Change the decision rule to minimize risk (best!) 

❑Heuristically modify the model score post-hoc (OK) 

❑Hobble the search algorithm so it makes more search 
errors, but the kind of errors you want (meh)

26



Recap: Greedy/Beam Search (w/o Sampling)
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Deterministic beam search:
I went into town on Saturday morning 
because...
-> I was going to go to the gym and I was 
going to go to the gym and I was going to 
go to the ..

https://blog.allenai.org/a-guide-to-language-model-sampling-in-allennlp-3b1239274bc3

https://blog.allenai.org/a-guide-to-language-model-sampling-in-allennlp-3b1239274bc3
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(Holtzman et al. 2020)



Decoding with Sampling
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Multinomial Sampling:
I went into town on Saturday 
morning because...
-> I have to wear suits and 
collared in the South Bay. This 
was shocking!" "This is our city. 
First of all, I'm strange in the 
name of Santa, Howard Daniel, and

https://blog.allenai.org/a-guide-to-language-model-sampling-in-allennlp-3b1239274bc3

https://blog.allenai.org/a-guide-to-language-model-sampling-in-allennlp-3b1239274bc3
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Repetition Incoherence



Top-k Sampling
❑ Only sample from the k most probable 

tokens, by redistributing the PMF over 
the top-k tokens

❑ But, picking a good value of k can be 
difficult as the distribution or words is 
different for each step.
o Increase k for more diverse/risky outputs 
o Decrease k for more generic/safe outputs
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https://blog.allenai.org/a-guide-to-language-model-sampling-in-allennlp-3b1239274bc3

https://blog.allenai.org/a-guide-to-language-model-sampling-in-allennlp-3b1239274bc3


Top-p Sampling (or Nucleus Sampling)
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(Holtzman et al. 2020)

❑ Another way to exclude very low probability 
tokens is to include the most probable tokens 
that make up the “nucleus” of the PMF
o the sum of the most probable tokens just 

reaches P

❑ Flexible as the distribution changes, allowing 
the size of the filtered words to expand and 
contract when it makes sense.

https://blog.allenai.org/a-guide-to-language-model-sampling-in-allennlp-3b1239274bc3

https://blog.allenai.org/a-guide-to-language-model-sampling-in-allennlp-3b1239274bc3


Combining beam search with sampling

❑ Sampling attempts to make generated text more interesting by adding 
lower-probability words. 

❑ Beam search makes generated text more consistent by maximizing the 
full sequence probability.

❑ Problems:
o Final beams have little to no variation early in the sequence, and often only include 

variation near the end of the sequence, because the effect of slightly low 
probability has fewer steps to compound.
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Top P sampling:
I went into town on Saturday morning because…
-> I didn’t know what to do. I didn’t know what to do. I was
-> I didn’t know what to do. I didn’t know if I was going to be
-> I didn’t know what to do. I didn’t know what to do with my life
-> I didn’t know what to do. I didn’t know what to do, and I



Stochastic Beam Search

❑ sampling sequences of length n from their true probability distribution
❑ Rather than sample from a distribution based on its PMF, it instead adds 

randomly generated (Gumbel) noise to the true sequence log-
probabilities, creating perturbed log-probabilities

❑ The result? The added noise is carried forward, which effectively 
removes the compounding effect of low probability words, making our 
final sequences much more acceptable of creative words.
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(Kool et. al 2019)

https://timvieira.github.io/blog/post/2014/07/31/gumbel-max-trick/



Stochastic Beam Search

❑ Ancestral sampling samples hypotheses with replacement, how can we 
do it without replacement?

❑ Gumbel distribution: If U is uniform(0,1) 
o G(φ) = φ − log(− log U)

❑ Perturbing log probabilities w/ Gumbel noise and find the largest 
elements = sampling from a categorical distribution without replacement
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(Kool et. al 2019)

I went into town on Saturday morning because...
-> I was eager to buy a new B&O because I thought it would 
be a nice
-> I was tired, which is kind of why I went to the quarters 
and having a laugh
-> I intended to instead attend one of Wednesday's protests 
to campaign for retirement rights for workers,
-> her San Gabriel Valley speech was first class. Rather 
than having your eyes and ears soaked with



Two new decoding algorithms this morning
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Contrastive Decoding: Open-ended Text Generation as Optimization

Truncation Sampling as Language Model Desmoothing



Cautions about Sampling-based Search

❑ Is sampling necessary for diversity?
o questionable, we could do diverse beam search instead. 

❑ Results are inconsistent from run-to-run: 
o need to consider variance from this in reporting (in addition to variance in training 

and data selection) 

❑ Conflates model and search errors: 
o if you make a better model you might get worse results, because the search 

algorithm can't find the outputs your model likes

37



Decoding: Takeaways

❑ A major realization of the last couple of years is that many of the problems that we see 
in neural NLG are not really problems with our learned language model probability 
distribution, but problems with the decoding algorithm 

❑ Human language production is a subtle presentation of information and can’t be 
modeled by simple properties like probability maximization 

❑ Different decoding algorithms can allow us to inject biases that encourage different 
properties of coherent natural language generation 

❑ Some of the most impactful advances in NLG of the last few years have come from 
simple but effective modifications to decoding algorithms

38



Search in Training

39



Diversity Issues

❑Maximum Likelihood Estimation discourages diverse text generation

40

(Holtzman et. al., ICLR 2020) 



Unlikelihood Training

❑ Given a set of undesired tokens 𝐶, lower their likelihood in context

❑ Set 𝐶 = 𝑦∗ 23 and you’ll train the model to lower the likelihood of 
previously-seen tokens!
o Limits repetition; Increases the diversity
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(Welleck et al., 2020)



Exposure Bias

❑ Training with teacher forcing leads to 
exposure bias at generation time
o During training, our model’s inputs are 

gold context tokens from real, human-
generated texts 

o At generation time, our model’s inputs are 
previously–decoded tokens
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Exposure Bias Solutions

❑ Scheduled sampling (Bengio et al., 2015) 

o With some probability p, decode a token and feed that as the next input, rather 
than the gold token. 

o Increase p over the course of training 
o Leads to improvements in practice, but can lead to strange training objectives 

❑ Dataset Aggregation (DAgger; Ross et al., 2011) 

o At various intervals during training, generate sequences from your current model 
o Add these sequences to your training set as additional examples
o https://nlpers.blogspot.com/2016/03/a-dagger-by-any-other-name-scheduled.html
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https://nlpers.blogspot.com/2016/03/a-dagger-by-any-other-name-scheduled.html


Exposure Bias Solutions

❑ Sequence re-writing (Guu*, Hashimoto*, et al., 2018) 
o Learn to retrieve a sequence from an existing corpus of human-written prototypes (e.g., 

dialogue responses)
o Learn to edit the retrieved sequence by adding, removing, and modifying tokens in the 

prototype – this will still result in a more “human-like” generation 

❑ Reinforcement Learning: 
o cast your text generation model as a Markov decision process 

Ø State 𝑠 is the model’s representation of the preceding context 
Ø Actions 𝑎 are the words that can be generated 
Ø Policy 𝜋 is the decoder 
Ø Rewards 𝑟 are provided by an external score 

o Learn behaviors by rewarding the model when it exhibits them 
o Use REINFORCE or similar; it’s difficult because huge branching factor/search space
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Actor Critic

❑ Use Neural Model as an actor that 
predicts actions (say, the next word) 

❑ Use a critic to predict final reward (in this 
case, BLEU) for MT models 

❑ Actor trained similarly to REINFORCE, 
critic trained with actual results
o REINFORCE needs long-term empirical 

returns, while Critic tries to predict it
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(Bahdanau et. al., 2017)



REINFORCE

46

Ranzato et al., 2016



Reward Estimation

❑ How should we define a reward function? Just use your evaluation 
metric! 
o BLEU (machine translation; Ranzato et al., ICLR 2016; Wu et al., 2016) 
o ROUGE (summarization; Paulus et al., 2018; Celikyilmaz et al., 2018) 
o CIDEr (image captioning; Rennie et al., CVPR 2017) 
o SPIDEr (image captioning; Liu et al., ICCV 2017)

❑ Be careful about optimizing for the task as opposed to “gaming” the 
reward! 
o Evaluation metrics are merely proxies for generation quality! 
o “even though RL refinement can achieve better BLEU scores, it barely improves the human 

impression of the translation quality” – Wu et al., 2016
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Reward Estimation

❑ What behaviors can we tie to rewards? 
o Cross-modality consistency in image captioning (Ren et al., CVPR 2017) 
o Sentence simplicity (Zhang and Lapata, EMNLP 2017) 
o Temporal Consistency (Bosselut et al., NAACL 2018) 
o Utterance Politeness (Tan et al., TACL 2018) 
o Paraphrasing (Li et al., EMNLP 2018) 
o Sentiment (Gong et al., NAACL 2019) 
o Formality (Gong et al., NAACL 2019) 

❑ If you can formalize a behavior as a Python function (or train a neural network to 
approximate it!), you can train a text generation model to exhibit that behavior!
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The dark side of RL in search 

❑ Need to pretrain a model with teacher forcing before doing RL training 
o Your reward function probably expects coherent language inputs … 

❑ Need to make use of an appropriate baseline:

o Use linear regression to predict it from the state s (Ranzato et al., 2015) 
o Decode a second sequence and use its reward as the baseline (Rennie et al., 2017) 

❑ Your model will learn the easiest way to exploit your reward function 
o Mitigate these shortcuts or hope that’s aligned with the behavior you want!
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Search in Training: Takeaways

❑ Teacher forcing is still the main algorithm for training text generation models 

❑ Diversity is an issue with sequences generated from teacher forced models 
o New approaches focus on mitigating the effects of common words 

❑ Exposure bias causes text generation models to lose coherence easily 
o Models must learn to recover from their own bad samples 

E.g., scheduled sampling, DAgger
o Or not be allowed to generate bad text to begin with (e.g., retrieval + generation) 

❑ Training with RL can allow models to learn behaviors that are challenging to formalize 
o But learning can be very unstable!
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Evaluation of generated text
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Types of evaluation methods in NLG

52

Content 
overlap metrics

Model-based 
metrics

Human 
evaluations



Content overlap metrics

❑ Compute a score that indicates the similarity between generated and 
gold-standard (human-written) text 

❑ Fast and efficient and widely used 
❑ Two broad categories: 

o N-gram overlap metrics (e.g., BLEU, ROUGE, METEOR, CIDEr, etc.) 
o Semantic overlap metrics (e.g., PYRAMID, SPICE, SPIDEr, etc.)
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N-gram overlap metrics

Word overlap–based metrics (BLEU, ROUGE, METEOR, CIDEr, etc.) 

❑ They’re not ideal for machine translation 

❑ They get progressively much worse for tasks that are more open-ended 
than machine translation 
o Worse for summarization, as longer output texts are harder to measure 
o Much worse for dialogue, which is more open-ended than summarization 
o Much, much worse story generation, which is also open-ended, but whose 

sequence length can make it seem you’re getting decent scores!
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A simple failure case
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n-gram overlap metrics have no concept of semantic relatedness!

Are you enjoying your 
Homework #2 on Prompting?

Heck Yes!

Yes!

You know it !

BLEU = 0.61

BLEU = 0.25
Yup .BLEU = 0.0False Negative

Heck no !BLEU = 0.67False Positive



Semantic overlap metrics
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PYRAMID
(Nenkova et al., 2017)

SPICE
(Anderson et al., 2016)

SPIDER
(Liu et al., 2017)

Incorporates human content selection variation 
in summarization evaluation. 
Identifies Summarization Content Units (SCU)s 
to compare information content in summaries.

Semantic propositional image caption 
evaluation is an image captioning metric that 
initially parses the reference text to derive an 
abstract scene graph representation. 

A combination of semantic graph similarity 
(SPICE) and n-gram similarity measure 
(CIDER), the SPICE metric yields a more 
complete quality evaluation metric.



Model-based metrics

❑ Use learned representations of words and sentences to compute 
semantic similarity between generated and reference texts 

❑ No more n-gram bottleneck because text units are represented as 
embeddings

❑ Even though embeddings are pretrained, distance metrics used to 
measure the similarity can be fixed
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Model-based metrics: Word distance functions
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Vector Similarity
Embedding based similarity for semantic 
distance between text. 
❑ Embedding Average (Liu et al., 2016) 
❑ Vector Extrema (Liu et al., 2016) 
❑ MEANT (Lo, 2017) 
❑ YISI (Lo, 2019)

BERTScore
Uses pre-trained contextual embeddings 
from BERT and matches words in 
candidate and reference sentences by 
cosine similarity. 
(Zhang et.al. 2020)

Word Mover’s Distance
Measures the distance between two 
sequences (e.g., sentences, paragraphs, 
etc.), using word embedding similarity 
matching. 
(Kusner et.al., 2015; Zhao et al., 2019)



Model-based metrics: Beyond word matching
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Sentence Movers Similarity
Based on Word Movers Distance to evaluate text 
in a continuous space using sentence embeddings 
from recurrent neural network representations.

(Clark et.al., 2019)

BLEURT
A regression model based on BERT returns a 
score that indicates to what extent the candidate 
text is grammatical and conveys the meaning of 
the reference text. 

(Sellam et.al. 2020)



Automatic metrics in general don’t really work
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(Liu et.al., 2016)



Human Evaluations

❑ Automatic metrics fall short of matching human decisions 

❑ Human evaluation is most important form of evaluation for text 
generation systems 
o >75% generation papers at ACL 2019 included human evaluations 

❑ Gold standard in developing new automatic metrics 
o New automated metrics must correlate well with human evaluations!
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Human Evaluations

❑ Ask humans to evaluate the quality of generated text 

❑ Overall or along some specific dimension: 
o fluency 
o coherence / consistency 
o factuality and correctness 
o commonsense 
o style / formality
o grammaticality 
o typicality
o redundancy
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Note: Don’t compare human 
evaluation scores across 
differently conducted studies 
Even if they claim to evaluate 
the same dimensions!



Human evaluation: Issues

❑ Human judgments are regarded as the gold standard 

❑ Of course, we know that human eval is slow and expensive

❑ Conducting human evaluation effectively is very difficult
o Humans are  
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are inconsistent 
can be illogical 
lose concentration 
misinterpret your question 
can’t always explain why they feel the way they do



Learning from human feedback
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ADEM
A learned metric from human 
judgments for dialog system 
evaluation in a chatbot setting.
(Lowe et.al., 2017)

HUSE
Human Unified with Statistical 
Evaluation (HUSE), determines the 
similarity of the output distribution 
and a human reference distribution. 
(Hashimoto et.al. 2019)



Evaluation: Takeaways

❑ Content overlap metrics provide a good starting point for evaluating the quality of 
generated text. You will need to use one but they’re not good enough on their own. 

❑ Model-based metrics can be more correlated with human judgment, but behavior is not
interpretable 

❑ Human judgments are critical 
o Only thing that can directly evaluate factuality
o But humans are inconsistent! 

❑ In many cases, the best judge of output quality is YOU! 
o Look at your model generations. Don’t just rely on numbers!  
o Don’t cherry pick! Publicly release large samples of the output of systems that you create!
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Conclusion

❑ Interacting with natural language generation systems quickly shows 
their limitations 

❑ Even in tasks with more progress, there are still many improvements 
ahead 

❑ Evaluation remains a huge challenge. 
o We need better ways of automatically evaluating performance of NLG systems 

❑ One of the most exciting and fun areas of NLP to work in!
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Next

❑Next lectures on 
o CNNs, Recursive Nets, Trees (Nov 3)
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Using Beam Search in Training

❑Decoding with beam search has biases 
o Exposure Bias & Loss-Evaluation Mismatch

❑ Possible solution: train with beam search
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(Wiseman et al., 2016)


