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Search in Training

Exposure bias

❑ Scheduled sampling
❑ Dataset Aggregation
❑ Sequence re-writing
❑ Reinforcement Learning

Decoding

Greedy/beam 
Search (argmax)

Repetition & 
Diversity issue

Top-k sampling Top-p sampling

Stochastic Beam 
Search (Gumble)

Truncation Sampling 
(desmoothing)



Evaluation of generated text
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Types of evaluation methods in NLG

3

Content 
overlap metrics

Model-based 
metrics

Human 
evaluations



Content overlap metrics

❑ Compute a score that indicates the similarity between generated and 
gold-standard (human-written) text 

❑ Fast and efficient and widely used 
❑ Two broad categories: 

o N-gram overlap metrics (e.g., BLEU, ROUGE, METEOR, CIDEr, etc.) 
o Semantic overlap metrics (e.g., PYRAMID, SPICE, SPIDEr, etc.)
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N-gram overlap metrics

Word overlap–based metrics (BLEU, ROUGE, METEOR, CIDEr, etc.) 

❑ They’re not ideal for machine translation 

❑ They get progressively much worse for tasks that are more open-ended 
than machine translation 
o Worse for summarization, as longer output texts are harder to measure 
o Much worse for dialogue, which is more open-ended than summarization 
o Much, much worse story generation, which is also open-ended, but whose 

sequence length can make it seem you’re getting decent scores!
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A simple failure case
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n-gram overlap metrics have no concept of semantic relatedness!

Are you enjoying your 
Homework #2 on Prompting?

Heck Yes!

Yes!

You know it !

BLEU = 0.61

BLEU = 0.25
Yup .BLEU = 0.0False Negative

Heck no !BLEU = 0.67False Positive



Semantic overlap metrics
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PYRAMID
(Nenkova et al., 2017)

SPICE
(Anderson et al., 2016)

SPIDER
(Liu et al., 2017)

Incorporates human content selection variation 
in summarization evaluation. 
Identifies Summarization Content Units (SCU)s 
to compare information content in summaries.

Semantic propositional image caption 
evaluation is an image captioning metric that 
initially parses the reference text to derive an 
abstract scene graph representation. 

A combination of semantic graph similarity 
(SPICE) and n-gram similarity measure 
(CIDER), the SPICE metric yields a more 
complete quality evaluation metric.



Model-based metrics

❑ Use learned representations of words and sentences to compute 
semantic similarity between generated and reference texts 

❑ No more n-gram bottleneck because text units are represented as 
embeddings

❑ Even though embeddings are pretrained, distance metrics used to 
measure the similarity can be fixed
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Model-based metrics: Word distance functions
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Vector Similarity
Embedding based similarity for 
semantic distance between text. 
❑ Embedding Average (Liu et al., 

2016) 
❑ Vector Extrema (Liu et al., 2016) 
❑ MEANT (Lo, 2017) 
❑ YISI (Lo, 2019)

BERTScore
Uses pre-trained contextual 
embeddings from BERT and matches 
words in candidate and reference 
sentences by cosine similarity. 
(Zhang et.al. 2020)

Word Mover’s Distance
Measures the distance between two 
sequences (e.g., sentences, paragraphs, 
etc.), using word embedding similarity 
matching. 
(Kusner et.al., 2015; Zhao et al., 2019)



Model-based metrics: Beyond word matching
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Sentence Movers Similarity
Based on Word Movers Distance to evaluate text 
in a continuous space using sentence embeddings 
from recurrent neural network representations.

(Clark et.al., 2019)

BLEURT
A regression model based on BERT 
returns a score that indicates to what 
extent the candidate text is 
grammatical and conveys the 
meaning of the reference text. 

(Sellam et.al. 2020)



Automatic metrics in general don’t really work

11

(Liu et.al., 2016)



Human Evaluations

❑ Automatic metrics fall short of matching human decisions 

❑ Human evaluation is most important form of evaluation for text 
generation systems 
o >75% generation papers at ACL 2019 included human evaluations 

❑ Gold standard in developing new automatic metrics 
o New automated metrics must correlate well with human evaluations!
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Human Evaluations

❑ Ask humans to evaluate the quality of generated text 

❑ Overall or along some specific dimension: 
o fluency 
o coherence / consistency 
o factuality and correctness 
o commonsense 
o style / formality
o grammaticality 
o typicality
o redundancy
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Note: Don’t compare human 
evaluation scores across 
differently conducted studies 
Even if they claim to evaluate 
the same dimensions!



Human evaluation: Issues

❑ Human judgments are regarded as the gold standard 

❑ Of course, we know that human eval is slow and expensive

❑ Conducting human evaluation effectively is very difficult
o Humans are  
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are inconsistent 
can be illogical 
lose concentration 
misinterpret your question 
can’t always explain why they feel the way they do



Learning from human feedback
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ADEM
A learned metric from human 
judgments for dialog system 
evaluation in a chatbot setting.
(Lowe et.al., 2017)

HUSE
Human Unified with Statistical 
Evaluation (HUSE), determines the 
similarity of the output distribution 
and a human reference distribution. 
(Hashimoto et.al. 2019)



Evaluation: Takeaways
❑ Content overlap metrics provide a good starting point for evaluating the 

quality of generated text. You will need to use one but they’re not good 
enough on their own. 

❑ Model-based metrics can be more correlated with human judgment, but 
behavior is not interpretable 

❑ Human judgments are critical 
o Only thing that can directly evaluate factuality
o But humans are inconsistent! 

❑ In many cases, the best judge of output quality is YOU! 
o Look at your model generations. Don’t just rely on numbers!  
o Don’t cherry pick! Publicly release large samples of the output of systems that you create!
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CSCI 5980: NLP with Deep Learning

Lecture 13: CNNs, Recursive Nets, and Trees

Dongyeop Kang, University of Minnesota

Many slide are borrowed from Chris Manning and Graham Neubig
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Convolutional Neural Nets



From RNNs to Convolutional Neural Nets

❑ Recurrent neural nets cannot capture phrases without prefix context 

❑ Often capture too much of last words in final vector
o E.g., softmax for word prediction is usually calculated based on the last step
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From RNNs to Convolutional Neural Nets

Main idea behind CNNs
❑What if we compute vectors for every possible word subsequence of a 

certain length? 

❑ Regardless of whether phrase is grammatical 
o Not very linguistically or cognitively plausible
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“tentative deal reached to 
keep government open” 

tentative deal reached, 
deal reached to, 
reached to keep, 

to keep government, 
keep government open 



What is a convolution?

❑ 1d discrete convolution generally

❑ Convolution is classically used to extract features 
from images 
o Models position-invariant identification

❑ 2d example -> 
o Yellow color and red numbers show filter (=kernel) 

weights 
o Green shows input 
o Pink shows output
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A 1D convolution for text
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“tentative deal reached to 
keep government open” 

tentative 0.2 0.1 −0.3 0.4

deal 0.5 0.2 −0.3 −0.1

reached −0.1 −0.3 −0.2 0.4

to 0.3 −0.3 0.1 0.1

keep 0.2 −0.3 0.4 0.2

government 0.1 0.2 −0.1 −0.1

open −0.4 −0.4 0.2 0.3

t,d,r −1.0

3 1 2 -3

-1 2 1 -3

1 1 -1 1

Apply a filter (or kernel) of size 3

t,k,g −0.2

k,g,o 0.3

r,t,k −3.6

d,r,t −0.5



A 1D convolution for text with padding

23

tentative 0.2 0.1 −0.3 0.4

deal 0.5 0.2 −0.3 −0.1

reached −0.1 −0.3 −0.2 0.4

to 0.3 −0.3 0.1 0.1

keep 0.2 −0.3 0.4 0.2

government 0.1 0.2 −0.1 −0.1

open −0.4 −0.4 0.2 0.3

t,d,r −1.0

d,r,t −0.5

r,t,k −3.6

t,k,g −0.2

k,g,o 0.3

3 1 2 -3

-1 2 1 -3

1 1 -1 1

Apply a filter (or kernel) of size 3

𝜙 0.0 0.0 0.0 0.0

𝜙 0.0 0.0 0.0 0.0

𝜙,d,r −1.0

g,o,𝜙 -0.5



A 1D convolution for text with padding = 1 and 3 filters
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tentative 0.2 0.1 −0.3 0.4

deal 0.5 0.2 −0.3 −0.1

reached −0.1 −0.3 −0.2 0.4

to 0.3 −0.3 0.1 0.1

keep 0.2 −0.3 0.4 0.2

government 0.1 0.2 −0.1 −0.1

open −0.4 −0.4 0.2 0.3

t,d,r −1.0

d,r,t −0.5

r,t,k −3.6

t,k,g −0.2

k,g,o 0.3

3 1 2 -3

-1 2 1 -3

1 1 -1 1

Apply three filter (or kernel) of size 3

𝜙 0.0 0.0 0.0 0.0

𝜙 0.0 0.0 0.0 0.0

𝜙,d,r -0.6

g,o,𝜙 -0.5

1 0 0 1

1 0 -1 -1

0 1 0 1

1 -1 2 -1

1 0 -1 3

0 2 2 1

1.6

-0.1

0.3

0.1

0.6

−1.0

0.8

0.3

1.2

0.9

0.2 1.4

−0.9 0.1



Conv1d, padded with max pooling over time
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tentative 0.2 0.1 −0.3 0.4

deal 0.5 0.2 −0.3 −0.1

reached −0.1 −0.3 −0.2 0.4

to 0.3 −0.3 0.1 0.1

keep 0.2 −0.3 0.4 0.2

government 0.1 0.2 −0.1 −0.1

open −0.4 −0.4 0.2 0.3

t,d,r −1.0

d,r,t −0.5

r,t,k −3.6

t,k,g −0.2

k,g,o 0.3

3 1 2 -3

-1 2 1 -3

1 1 -1 1

Apply three filter (or kernel) of size 3

𝜙 0.0 0.0 0.0 0.0

𝜙 0.0 0.0 0.0 0.0

𝜙,d,r -0.6

g,o,𝜙 -0.5

1 0 0 1

1 0 -1 -1

0 1 0 1

1 -1 2 -1

1 0 -1 3

0 2 2 1

1.6

-0.1

0.3

0.1

0.6

−1.0

0.8

0.3

1.2

0.9

0.2 1.4

−0.9 0.1

max p 0.3 1.6 1.4



Conv1d, padded with average pooling over time
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tentative 0.2 0.1 −0.3 0.4

deal 0.5 0.2 −0.3 −0.1

reached −0.1 −0.3 −0.2 0.4

to 0.3 −0.3 0.1 0.1

keep 0.2 −0.3 0.4 0.2

government 0.1 0.2 −0.1 −0.1

open −0.4 −0.4 0.2 0.3

t,d,r −1.0

d,r,t −0.5

r,t,k −3.6

t,k,g −0.2

k,g,o 0.3

3 1 2 -3

-1 2 1 -3

1 1 -1 1

Apply three filter (or kernel) of size 3

𝜙 0.0 0.0 0.0 0.0

𝜙 0.0 0.0 0.0 0.0

𝜙,d,r -0.6

g,o,𝜙 -0.5

1 0 0 1

1 0 -1 -1

0 1 0 1

1 -1 2 -1

1 0 -1 3

0 2 2 1

1.6

-0.1

0.3

0.1

0.6

−1.0

0.8

0.3

1.2

0.9

0.2 1.4

−0.9 0.1

avg p -0.87 0.26 0.53

Some other (maybe less useful) notions:
- stride, k-max pooling, dilation, etc



In PyTorch
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Single-layer CNN for sentence classification
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Kim (EMNLP 2014)

Sentence: concatenated word vectors

Concatenation of words in range:



Single-layer CNN for sentence classification
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Kim (EMNLP 2014)

Sentence: concatenated word vectors

Concatenation of words in range:

Convolutional filter over window of h words: 
(size =  2, 3, or 4 words)



Single-layer CNN for sentence classification
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Kim (EMNLP 2014)

Sentence: concatenated word vectors

Concatenation of words in range:

Convolutional filter over window of h words: 
(size =  2, 3, or 4 words)

Apply filter w to all possible concatenated 
word windows and compute feature c (one 
channel) for CNN layer

All possible windows of length h:



Single-layer CNN for sentence classification
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Kim (EMNLP 2014)

Sentence: concatenated word vectors

Concatenation of words in range:

Convolutional filter over window of h words: 
(size =  2, 3, or 4 words)

Apply filter w to all possible concatenated 
word windows and compute feature c (one 
channel) for CNN layer

All possible windows of length h:

A result feature map c:

Single number after max-pooling
(capture most important activation)



Single-layer CNN for sentence classification
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Kim (EMNLP 2014)

Apply filter w to all possible concatenated 
word windows and compute feature c (one 
channel) for CNN layer

Sentence: concatenated word vectors

Concatenation of words in range:

Convolutional filter over window of h words: 
(size =  2, 3, or 4 words)

All possible windows of length h:

A result feature map c:

Single number after max-pooling
(capture most important activation)

Use multiple filter weights w, to capture unigrams, bigrams, tri-grams, 4-grams, etc

Final feature vector (m filters):



Single-layer CNN for sentence classification
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Kim (EMNLP 2014)

Apply filter w to all possible concatenated 
word windows and compute feature c (one 
channel) for CNN layer

Sentence: concatenated word vectors

Concatenation of words in range:

Convolutional filter over window of h words: 
(size =  2, 3, or 4 words)

All possible windows of length h:

A result feature map c:

Single number after max-pooling
(capture most important activation)

Use multiple filter weights w, to capture unigrams, bigrams, tri-grams, 4-grams, etc

Final feature vector (m filters):

Final softmax layer



All hyperparameters in Kim (2014)

❑ Find hyperparameters based on dev set 
❑ Nonlinearity: ReLU
❑ Window filter sizes h = 3, 4, 5 
❑ Each filter size has 100 feature maps 
❑ Dropout p = 0.5 

o Kim (2014) reported 2–4% accuracy improvement from dropout 

❑ L2 constraint s for rows of softmax, s = 3 
❑ Mini batch size for SGD training: 50 
❑ Word vectors: pre-trained with word2vec, k = 300 
❑ During training, keep checking performance on dev set and pick highest accuracy weights for 

final evaluation
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Results

❑ Dropout gives 2–4 % 
accuracy improvement 
o But several compared-to 

systems didn’t use dropout 
and would possibly gain 
equally from it

❑ Still seen as remarkable 
results from a simple 
architecture! 
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Very Deep Convolutional Networks 

❑ What happens when we build a vision-like system for 
NLP, similar to VGGnet or ResNet?

36

Conneau et al., EACL 2017

Result is constant 
size, since text is 
truncated or padded

Local pooling at 
each stage halves 
temporal resolution 
and doubles number 
of features

S = 1024 chars; 16d 
embedding

Convolutional block in VD-CNN



Results
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Recursion and Trees



Recursion in 
Human Language

39

FLN — Recursion
Spontaneous and training 
methods designed to uncover
constraints on rule learning

Studies of serial order learning and finite-
state grammars in tamarins and 
macaques

Sign or artificial language in 
trained apes and dolphins

Studies exploring symbol sequencing and 
open-ended combinatorial manipulation

Models of the faculty of 
language that attempt to 
uncover the necessary and 
sufficient mechanisms

Game theory models of language 
acquisition, reference, and universal 
grammar

Experiments with animals that 
explore the nature and 
content of number 
representation

Operant conditioning studies to determine 
whether nonhuman primates can 
represent number, including properties 
such as ordinality and cardinality, using 
such representations in conjunction with 
mathematical operands (e.g., add, divide)

Shared mechanisms across 
different cognitive domains

Evolution of musical processing and 
structure, including analyses of brain 
function and comparative studies of 
music perception



Trees and Graphs in NLP
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Syntactic Structure

Underlying Semantics



Why Syntactic Structure?

❑ Regular models over word sequences do quite well 
❑ But may not capture phenomena that inherently require structure, 

o E.g., long-distance agreement
o E.g., double negation in sentiment: “It's definitely not dull.”

❑ Important for robustness, generalization
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Why Semantic Structure?
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Sort my_list in 
descending 

order

Merging semantic representations of multiple 
sentences for abstractive summarizationExecutable programs

(fei et al., 2018)



Are languages recursive?
❑ Cognitively somewhat debatable 
❑ But: recursion structure is natural/right for describing language

o [The person standing next to [the man from [the company that purchased [the firm 
that you used to work at]]]] 

o noun phrase containing a noun phrase containing a noun phrase 
❑ It’s a very powerful prior for language structure
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Principle of Compositionality

45

The meaning (vector) of a phrase or 
sentence is determined by 
(1) the meanings of its words and 
(2) the rules that combine them.

Socher et al., ICML 2011



Constituency Sentence Parsing
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Learn Structure and Representation

47

Models can jointly learn parse 
trees and compositional vector 
representations



Recursive vs. recurrent neural networks

❑ Recursive neural nets provide 
representations for linguistic phrases 

❑ But they require a tree structure

❑ Recurrent neural nets cannot capture 
phrases without prefix context 

❑ They often capture too much of last 
words in phrase vector
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Recursive Neural Networks for Structure Prediction

Inputs: two candidate children’s 
representations 
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Recursive Neural Networks for Structure Prediction

Inputs: two candidate children’s 
representations 

Outputs: 
1. The semantic representation if the 
two nodes are merged. 
2. Score of how plausible the new 
node would be.
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Simple Tree Recursive Neural Network Definition
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Parsing a sentence with an RNN (greedily)
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Parsing a sentence
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Parsing a sentence

54



Parsing a sentence
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The score of a tree is computed by 
the sum of the parsing decision 
scores at each node:

x is sentence; y is parse tree



More complex of compositionality modeling
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TreeRNN (Socher at al., ICML 2011)

TreeLSTM (Tai at al., ACL 2015)

Neural Tensor Network (Socher at el., 2013)



Stanford Sentiment Treebank
❑ 215,154 phrases labeled in 11,855 sentences 
❑ Can actually train and test compositions
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Better Dataset Helped All Models

58

Hard negation cases are still mostly incorrect 
We also need a more powerful model!



Experimental Results on Treebank
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RNTN can capture constructions like X but Y
(Socher at el., 2013)



Negation Results

60

When negating negatives, positive activation should increase



(Dependency) Parsing

❑ Predicting structured outputs from input sentence 
❑ Transition-based models 

o step through actions one-by-one until we have 
output 

o like history-based model for POS tagging 

❑ Graph-based models 
o calculate probability of each edge/constituent, and 

perform some sort of dynamic programming 
o like linear CRF model for POS
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Shift-reduce Dependency Parsing
(Yamada & Matsumoto 2003; Nivre 2003; 

Chen and Manning 2014)
Graph-based Dependency Parsing

Dynamic Programming on Weighted Hypergraphs: 
CKY, Inside-Outside, Neural CRF 

(Durrett and Klein 2015; Stern et al. 2017)

Neural feature extraction for Parsing
(Dyer et al. 2015; Kipperwasser and Goldberg 

2016; Dozat and Manning 2017)

Global Training
(Eisner et al. 1996; Koo et al. 2007; 

Ma et al. 2017)

Parse Re-ranking
(Le & Zuidema 2014; Choe & Charniak

2016; Dyer et al., 2016)


