
Outline (Feb 17)

q HW3 out (10m)
q Lecture on question answering (30min)
q Readings

o (15m) [Parker Erickson] HOTPOTQA: A Dataset for Diverse, Explainable Multi-hop 
Question Answering

o (15m) [London Lowmanstone] Learning to Compose Neural Networks for Question 
Answering
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HW3: Error Analysis
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An example result table from 
HW2 report by Prithvi Raj Botcha

100% - 67% = 33% of errors

Step #1: collect and 
featurize errors

Step #2: label error 
types and fixes

Step #3: 
visualize errors

Step #4: 
analyze



Step #1: collect and featurize errors

q Store incorrectly predicted samples (no more than 500) by your system 
in HW2 into a google spreadsheet where columns are 
o Input text
o Ground-truth and predicted labels with confidence score; softmax output from your 

classifier to the ground-truth label
o (bonus points) other metadata or linguistic features using Spacy or other tools

ü Length of the sentence
ü POS tags
ü Named entities
ü Sentiment score 
ü …
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https://spacy.io/usage


Step #2: label error types and fixes

q Go through each row and manually label them in the following 
categories:
o Types/Causes of errors

ü E.g., incorrect annotation, over-generalization, etc

o Potential solutions to fix the cause
ü E.g., more training samples, some rules, etc

q Rank them by frequencies and show two tables:
o Distribution of error types
o Distribution of solutions

q (Bonus point) be creative!!
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Error types for term prediction # %
Over-generalization: technical term bias 26 28.9

Missing definition 13 14.4
Incomplete phrase 11 12.2

Wrong data preprocessing 3 3.3
Over-generalization (is a): surface pattern bias 3 3.3
Over-generalization (is): surface pattern bias 2 2.2

Over-generalization (has a): surface pattern bias 1 1.1
Over-generalization (which has | is the method proposed | uses): 

surface pattern bias 1 1.1
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Potential solutions to fix errors # %
Heuristics: filter out term/definition only cases 22 20.8

Parse features 19 17.9
Rule: surface patterns 12 11.3

Better encoder 11 10.4
UNK represetnation 6 5.7

Pattern generalization 6 5.7
Annotation: definition vs description 4 3.8

Entity detection 4 3.8
Heuristics: filter out multi-term/definition cases 3 2.8

? (extremely difficult) 3 2.8
POS features 3 2.8

Heuristics: filter out non-adjacent term:definition pairs 2 1.9



Grouped solutions %
Heuristics 23.6

Syntactic features, Symbols 31.1
Rules (surface patterns, entities, acronym) 11.3

Better encoder/tokenizer, UNK handling, more context 24.6
Annotations, ?(extremely difficult) 9.4

Wrong data preprocessing 1.2
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Step #3: visualize errors
Semantic space : 
q Take vector representations of correct & incorrect samples from the classifier’s output

o https://huggingface.co/docs/transformers/main_classes/output
q Project them using PCA or t-SNE (768 dimension -> 2 dimension)

o https://scikit-learn.org/stable/modules/generated/sklearn.manifold.TSNE.html
o https://www.jmlr.org/papers/volume9/vandermaaten08a/vandermaaten08a.pdf

(Bonus point) Dataset map space :
q Project samples where

o x-axis is confidence score to ground-truth label 
o y-axis is variance of classifier’s prediction over the epochs of training
https://aclanthology.org/2020.emnlp-main.746.pdf
https://aclanthology.org/2021.acl-long.564.pdf
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https://huggingface.co/docs/transformers/main_classes/output
https://scikit-learn.org/stable/modules/generated/sklearn.manifold.TSNE.html
https://www.jmlr.org/papers/volume9/vandermaaten08a/vandermaaten08a.pdf
https://aclanthology.org/2020.emnlp-main.746.pdf
https://aclanthology.org/2021.acl-long.564.pdf
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t-SNE projection of QNLI dataset: red square and blue circles indicate the QNLI labels whether or not question is 
answerable. Incorrectly predicted samples (black) are almost randomly located in classifier’s embedding space. 
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Mind Your Outliers! Investigating the Negative Impact of Outliers on 
Active Learning for Visual Question Answering, Karamcheti et al, 2021

Dataset Cartography: Mapping and Diagnosing Datasets 
with Training Dynamics, Swayamdipta et al., 2020



Step #4: Analyze

q Summarize important findings learned from the previous steps
q Discuss limitations of the current model used in your HW2
q Discuss potential future directions to address the errors

(bonus point) try a different (out-of-distribution) dataset on the same task
o Apply movie review to sentiment classifier trained on SST2
o Apply medical text to entailment classifier trained on MNLI
o …
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Deliverables

q HW3 Due, Mar 3 11:59pm
q Submit a spreadsheet with the collected errors, extracted features, and 

labeled types/fixes.
q Submit a 4-page report on your error analysis

o Distribution of features/types/fixes
o Visualizations
o In-depth analysis and discussion

q If you get bonus points more than 10%, they could be used for evaluation 
of other homeworks or project
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CSCI 8980-06: Introduction to NLP

Lecture 10: Question Answering

Dongyeop Kang, University of Minnesota

Some slides are borrowed from Dan Jurafsky (Stanford), David Bamman (Berkeley), and Yulia Tsvetkov (CMU).
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”Since questions can be devised to query 
any aspect of text comprehension, the ability 
to answer questions is the strongest possible 
demonstration of understanding.”

Wendy Lehnert, 1977
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IBM’s Watson won Jeopardy on February 16, 2011



Question answering systems 

q Knowledge-based QA
q Information-retrieval based QA
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Knowledge-based QA

q Parse a question into a logical form of representation (semantic parse) 
and execute that representation against a database.
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What record company did conductor 
Mikhail Snitko record for after 1996?

SELECT RecordCompany WHERE (YearOfRecording > 
1996) AND (Conductor = Mikhail Snitko)
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From lexical semantics to actionable executions

Linguistic Non-linguistic
Verbs like grab, release Actions a robot can execute
Nouns like cup, block Specific entities in the world

VP (V NP) An action executed upon an object

Meaning of words and their relations Meaning of sentences and their world knowledge



Semantic parses

Geo which state has the most rivers running through it?

(argmax $0 (state:t $0) (count $1 (and (river:t $1) (loc:t $1 $0))))

ATIS all flights from dallas before 10am

(lambda $0 e (and (flight $0) (from $0 dallas:ci) (< (departure time $0) 1000:ti)))

SQL What record company did conductor Mikhail Snitko record for after 1996?

SELECT Record Company WHERE (Year of Recording > 1996) AND (Conductor = Mikhail Snitko)

Django if length of bits is lesser than integer 3 or second element of bits is not equal to string ’as’

if len(bits) < 3 or bits[1] != ’as’:
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Dong and Lapata (2018), “Coarse-to-Fine Decoding for Neural Semantic Parsing”
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Like ( Luke, Apple)

This is a relation; we 
define what it means

There are constants; we 
know what they uniquely 
identify in our database/KB

λx.likes (x, Sal) 

Lambda expression



CCG 

q Combinatory categorial grammar (CCG) is a phrase-structure grammar 
that maps from syntactic primitives to logical forms
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Learning from trees 
(CCGBank)

Learning from logical forms 
(Zettlemoyer and Collins 2005) 

Learning from denotations 
(Berant et al. 2013) 
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IR-based QA
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SLP3



Answer extraction (or machine comprehension)
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Talking Heads were an American rock band formed in 1975 in New 
York City and active until 1991.[8] The band comprised David Byrne 
(lead vocals, guitar), Chris Frantz (drums), Tina Weymouth (bass), 
and Jerry Harrison (keyboards, guitar). Described by the critic 
Stephen Thomas Erlewine as "one of the most critically acclaimed 
bands of the '80s,"[3] the group helped to pioneer new wave music by 
integrating elements of punk, art rock, funk, and world music with 
avant-garde sensibilities and an anxious, clean-cut image.[3] 

Where did the Talking Heads originate? 



Answer extraction (or machine comprehension)
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Talking Heads were an American rock band formed in 1975 in New 
York City and active until 1991.[8] The band comprised David Byrne 
(lead vocals, guitar), Chris Frantz (drums), Tina Weymouth (bass), 
and Jerry Harrison (keyboards, guitar). Described by the critic 
Stephen Thomas Erlewine as "one of the most critically acclaimed 
bands of the '80s,"[3] the group helped to pioneer new wave music by 
integrating elements of punk, art rock, funk, and world music with 
avant-garde sensibilities and an anxious, clean-cut image.[3] 

Where did the Talking Heads originate? New York City



Dataset Size Source Notes
SQUAD v1/v2
(Rajpurkar et al., 2016/2018)

150K Wikipedia

NewsQA
(trischler at al., 2016)

100K CNN

HotpotQA
(Yang at al., 2018)

113K Wikipedia Requires reasoning over multiple 
documents

NarrativeQA
(Kocisky et al., 2017)

46K Books/Movie scripts Requires reasoning over long documents, 
answer not a span

ARC
(Clark et al., 2018)

7K High-school science 
questions

Requires open-ended reasoning with 
external knowledge

QuAC
(Choi et al., 2018)

13K Conversation on 
Wikipedia articles

Requires understanding context in 
conversations

BoolQA
(Clark  et al., 2019)

15K Questions in Google 
Search

Yes/no questions that are naturally 
occurring, generated in unprompted
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http://nlpprogress.com/english/question_answering.html

http://nlpprogress.com/english/question_answering.html
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Rajpurkar et al. (2016), "SQuAD: 100,000+ Questions for Machine Comprehension of Text" 

q 100,000 question-answer pairs 
created by crowd-workers. 

q Task: given an input passage from 
Wikipedia, create a question whose 
answer is a span of text within it. 

SQAUD
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q 100K questions from SQUAD + 50K 
unanswerable questions. 

q To perform well, models must know when 
to abstain from answering a question. 

Rajpurkar et al. (2018), "Know What You Don't Know: Unanswerable Questions for SQuAD" 

SQAUD 2.0
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Yang et al. (2018), “HotpotQA: A Dataset for Diverse, Explainable Multi-hop Question Answering”

HotpotQA
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Think you have Solved Question Answering? Try ARC, the AI2 Reasoning Challenge, Clark et al., 2018

ARC
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Is QA solved?
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Jia et al, 2017, Adversarial Examples for Evaluating Reading Comprehension Systems



Neural QA model
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Talking Heads were an American rock band formed in 1975 in New 
York City and active until 1991.[8] The band comprised David Byrne 
(lead vocals, guitar), Chris Frantz (drums), Tina Weymouth (bass), 
and Jerry Harrison (keyboards, guitar). Described by the critic 
Stephen Thomas Erlewine as "one of the most critically acclaimed 
bands of the '80s,"[3] the group helped to pioneer new wave music by 
integrating elements of punk, art rock, funk, and world music with 
avant-garde sensibilities and an anxious, clean-cut image.[3] 

Where did the Talking Heads originate? New York City

What is the start token position and end token position for 
the answer span in the input passage? 



Neural QA model
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Chen et al. 2017

start end



Neural QA model
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Talking Heads were an American rock band formed in 1975 in New 
York City and active until 1991.[8] The band comprised David Byrne 
(lead vocals, guitar), Chris Frantz (drums), Tina Weymouth (bass), 
and Jerry Harrison (keyboards, guitar). Described by the critic 
Stephen Thomas Erlewine as "one of the most critically acclaimed 
bands of the '80s,"[3] the group helped to pioneer new wave music by 
integrating elements of punk, art rock, funk, and world music with 
avant-garde sensibilities and an anxious, clean-cut image.[3] 

Where did the Talking Heads originate? New York City

What is the start token position and end token position for 
the answer span in the input passage? 



Talking Heads were an American rock band formed in

𝑃!"#$"(𝑖) 0 0 0 0 0.10 0 0 0 0

𝑃%&'(𝑖) 0 0 0 0 0.09 0 0 0 0
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1975 in New York City and active until 1991

𝑃!"#$"(𝑖) 0 0 0.85 0 0.05 0 0 0 0

𝑃%&'(𝑖) 0 0 0 0.16 0.75 0 0 0 0

𝑃!"#$"(𝑖)

𝑃%&'(𝑖)

For each token position i in the input passage, we learn two probabilities:

: the probability of the answer starting at the position i

: the probability of the answer ending at the position i



Neural QA model
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Chen et al. 2017

start end
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Talking Heads were an American rock band …Where did the Talking Heads originate? 

𝑞( 𝑞) 𝑞* 𝑞+ 𝑞, 𝑞-

A

𝑝(

𝑞-𝑎𝑙𝑖𝑔𝑛! = ∑" 𝛼!,"𝑞"

Each passage token 
attends over all 
question tokens

𝛼.,0 =
exp( 𝑓 𝑝. 1𝑓(𝑞0) )

∑0! exp( 𝑓 𝑝. 1𝑓(𝑞0!) )

𝑝!"#$" 𝑖 ∝ exp(𝑝%𝑊!𝑞)

𝑝&'( 𝑖 ∝ exp(𝑝%𝑊&𝑞)

𝑝)

+

The entire query is 
represented as a single 

weighted vector



Open-domain QA
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Transfer across QA datasets
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Sen and Safari (2020), “What do Models Learn from Question Answering Datasets?”



QA?
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Architecture of IBM's DeepQA. Source: Ferrucci et al. 2010, fig. 6.



Answer type detection

q If we know the type of answer expected for a question, we can exclude 
answers that aren’t of that type (resulting in higher precision) 
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Who founded Virgin Airlines? PERSON
What Canadian city has the largest population? CITY



Answer type detection
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Li and Roth (2002)



Document retrieval

q Rather than running answer extraction 
on all documents, let’s focus on the 
subset that are likely to be relevant

q This is a problem of information retrieval.
o Represent query and each document by tf-idf

weighted vector, rank by cosine similarity 
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cos 𝑥, 𝑦 =
∑%&'( 𝑥%𝑦%

∑%&'( 𝑥%) ∑%&'( 𝑦%)

term doc1 doc2 doc3

alaska 4.5

dog 3.2 7.8

friday

nlp 4.8



Evaluation

q Exact match: proportion of questions for which the predicted 
answer is an exact match for the correct answer. 

q F1: Calculate F1 between predicted answer and gold answer 
(both bag oftokens). 
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